
Logical Agents



Knowledge bases

• Knowledge base = set of sentences in a formal language

•

• Declarative approach to building an agent (or other system):
– Tell it what it needs to know

• Then it can Ask itself what to do - answers should follow from the 
KB

• Agents can be viewed at the knowledge level
i.e., what they know, regardless of how implemented

• Or at the implementation level
– i.e., data structures in KB and algorithms that manipulate them



A simple knowledge-based agent

• The agent must be able to:
– Represent states, actions, etc.

– Incorporate new percepts

– Update internal representations of the world

– Deduce hidden properties of the world

– Deduce appropriate actions

–



Wumpus World PEAS description
• Performance measure

– gold +1000, death -1000

– -1 per step, -10 for using the arrow

• Environment

– Squares adjacent to wumpus are smelly

– Squares adjacent to pit are breezy

– Glitter iff gold is in the same square

– Shooting kills wumpus if you are facing it

– Shooting uses up the only arrow

– Grabbing picks up gold if in same square

– Releasing drops the gold in same square

• Sensors: Stench, Breeze, Glitter, Bump, Scream

• Actuators: Left turn by 90o, Right turn by 90o, Forward, Grab, 

Release, Shoot



Wumpus world characterization

• Fully Observable No – only local perception

• Deterministic Yes – outcomes exactly specified

• Episodic No – sequential at the level of actions

• Static Yes – Wumpus and Pits do not move

• Discrete Yes

• Single-agent? Yes – Wumpus is essentially a 

natural feature



Exploring a wumpus world
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Logic in general

• Logics are formal languages for representing information 
such that conclusions can be drawn

• Syntax defines the sentences in the language

• Semantics define the "meaning" of sentences;
– i.e., define truth of a sentence in a world

• E.g., the language of arithmetic
– x+2 ≥ y is a sentence; x2+y > {} is not a sentence

–

– x+2 ≥ y is true iff the number x+2 is no less than the number y

–

– x+2 ≥ y is true in a world where x = 7, y = 1

– x+2 ≥ y is false in a world where x = 0, y = 6



Entailment

• Entailment means that one thing follows from 
another:

KB ╞ α

• Knowledge base KB entails sentence α if and 
only if α is true in all worlds where KB is true

– E.g., the KB containing “the Giants won” and “the 
Reds won” entails “Either the Giants won or the Reds 
won”

– E.g., x+y = 4 entails  4 = x+y

– Entailment is a relationship between sentences (i.e., 
syntax) that is based on semantics



Models

• Logicians typically think in terms of models, which are formally 
structured worlds with respect to which truth can be evaluated

•

• We say m is a model of a sentence α if α is true in m

• M(α) is the set of all models of α

•

• Then KB ╞ α iff M(KB)  M(α)



Entailment in the wumpus world

Situation after detecting 

nothing in [1,1], moving 

right, breeze in [2,1]

Consider possible models for 

KB assuming only pits

3 Boolean choices  8 

possible models



Wumpus models



Wumpus models

• KB = wumpus-world rules + observations

•



Wumpus models

• KB = wumpus-world rules + observations

• α1 = "[1,2] is safe", KB ╞ α1, proved by model checking

•

•



Wumpus models

• KB = wumpus-world rules + observations



Wumpus models

• KB = wumpus-world rules + observations

• α2 = "[2,2] is safe", KB ╞ α2 because KB is 
true in 2 combinations where α2 is false



Propositional logic: Syntax

• Propositional logic is the simplest logic – illustrates 
basic ideas

• The proposition symbols P1, P2 etc are sentences
– If S is a sentence, S is a sentence (negation)

–

– If S1 and S2 are sentences, S1  S2 is a sentence (conjunction)

–

– If S1 and S2 are sentences, S1  S2 is a sentence (disjunction)

–

– If S1 and S2 are sentences, S1  S2 is a sentence (implication)

–

– If S1 and S2 are sentences, S1  S2 is a sentence (biconditional)



A BNF (Backus–Naur Form) grammar of 

sentences in propositional logic, along with 

operator precedence

• Sentence → AtomicSentence | ComplexSentence

• AtomicSentence → True | False | P | Q | R | ... 

• ComplexSentence → ( Sentence ) | [ Sentence ] | 

¬ Sentence | Sentence ∧ Sentence | Sentence ∨ Sentence | 

Sentence ⇒ Sentence | Sentence ⇔ Sentence

OPERATOR PRECEDENCE : ¬, ∧, ∨, ⇒, ⇔(highest to lowest)



Propositional logic: Semantics
Each model specifies true/false for each proposition symbol

E.g. P1,2 P2,2 P3,1

false true false

With these symbols, 8 possible models, can be enumerated automatically.

Rules for evaluating truth with respect to a model m:

S is true iff S is false  

S1  S2 is true iff S1 is true and S2 is true

S1  S2 is true iff S1is true or S2 is true

S1  S2 is true iff S1 is false or S2 is true
i.e., is false iff S1 is true and S2 is false

S1  S2 is true iff S1S2 is true andS2S1 is true

Simple recursive process evaluates an arbitrary sentence, e.g.,

P1,2  (P2,2 P3,1) = true  (true  false) =  true  true = true



Truth tables for connectives



Implication Example
• Example 1 :If “I win the elections” then 

“taxes will go down”.
• where the antecedent p = “I win the elections” and the consequent q = “taxes will go down”. As 

much as I wish I could have avoided, think of an implication as a promise by a politician or a 
person or a mathematician. Now lets consider all 4 options of the truth values for the antecedent p 
and consequent q.

• If both are true (first row of truth table), then what can you say of the promise as a whole? i.e. 
about the implication as a whole? What can you say of the politician? Well, if the politician won the 
elections and then consequently the taxes went down, then the promise of course is NOT a lie! 
i.e. he said the truth! Huray, first row explained

• What if one is true and the other is false? Well, if the antecedent is true, then it means he won the 
elections but if what follows is not a decrease in taxes, what can you say of the promise as a 
whole? The politician lied! So of course one should consider the implication as a whole false.

• But what if he didn’t win? i.e. the antecedent is false. If that happens no matter what happens 
afterwards, the politician’s promise cannot be considered a lie. In other words, if he doesn’t win 
and if taxes go up, did he lie to us? Well, no and thats it. He didn’t lie because anything could 
follow if he loses and whatever happens doesn’t make the politician a liar (nor does it make the 
implication false).

• To emphasize the last row of the truth table with our example, if the politician did NOT win and the 
taxes did NOT go down, can you blame him of lying? No, you cannot blame the politician of lying 
because he did not promise anything if he did not win.

•



• Example 2 :Let P and Q be sentences or propositions in my world (model). Let P and Q 
represent two facts as following:

• P : A person is president of a country.

• Q: The person is citizen of the country.

• The reason why I have chosen sentence Q should be obvious; I wanted to keep the sentences 
realistic to make it easy for you to understand the implication operator of logic. In the world I have 
chosen, only citizens of a country can become president of the country. This means my world 
includes persons who are not citizens. Therefore the fact that a person is president means the 
person is citizen of the country. This means, the sentence “A person is president of a country” 
implies “The person is citizen of the country”. This means, if the first sentence is true and the 
second sentence is also true, the too sentences together with connective “implies” is also true. In 
terms of the symbols, we can say if P is true and Q is true then P=>Q is also true

• Suppose is Q is false. This means truth value of the sentence Q, “The person is citizen of the 
country”, is false. This means, the person is not citizen of the country. But in our world, only 
citizens can become president. So the sentence Q is against the rule of our world. Hence P, “A 
person is president of the country” can NOT imply “The person is NOT citizen of the country”. 
Therefore the implication is false. It means P=>Q is false if P is true and Q is false.

• if P is false and Q is true. If P is false it means "A person is NOT president of the country" and Q 
remains as it is as "The person is citizen of the country". Obviously, not every person can become 
president of the country. If the person is not president, the person is still citizen of the country. 
This means even if P is false, P => Q is true if Q is true.

• Finally, if P is false and Q is also false, P and Q represent sentences “A person is NOT president 
of the country” and “The person is NOT citizen of the country”. My world contains persons who are 
not presidents and who are not citizens as the latter could be persons from other countries! 
Therefore P=>Q is true



• Example 3 :A is subset of B

• P: x is an element belongs to A     Q: x 

is an element belongs to B          

Therefore P->Q



Wumpus world sentences

Let Pi,j be true if there is a pit in [i, j].

Let Bi,j be true if there is a breeze in [i, j].

 P1,1

B1,1

B2,1

• "Pits cause breezes in adjacent squares"

•
B1,1   (P1,2  P2,1)

B2,1   (P1,1  P2,2  P3,1)



Knowledge Base

R1: P1,1

R2: B1,1   (P1,2  P2,1)

R3: B2,1   (P1,1  P2,2  P3,1)

R4:  B1,1 

R5: B2,1

KB= R1 ʌ   R2 ʌ  R3 ʌ  R4 ʌ  R5

α1= P1,2

P?

A P? B P?



Truth tables for inference



Logical equivalence

• Two sentences are logically equivalent iff true in same 

models: α ≡ ß iff α╞ β and β╞ α

•

•



Examples of PL sentences

P means “It is hot.”

Q means “It is humid.”

R means “It is raining.”
(P  Q)  R 

“If it is hot and humid, then it is raining”
Q  P 

“If it is humid, then it is hot”



Reasoning Patterns in Inference 

Rules

• Here are some examples of sound rules of 

inference

– A rule is sound if its conclusion is true 

whenever the premise is true
RULE PREMISE CONCLUSION

Modus Ponens A, A  B B

And Introduction A, B A  B

And Elimination A  B A

Double Negation A A

Unit Resolution A  B, B A

Resolution A  B, B  C A  C



Validity and satisfiability

A sentence is valid if it is true in all models,
e.g., True, A A, A  A, (A  (A  B))  B

Validity is connected to inference via the Deduction Theorem:
KB ╞ α if and only if (KB α) is valid

A sentence is satisfiable if it is true in some model
e.g., A B, C

A sentence is unsatisfiable or contradiction if it is true in no models
e.g., AA

Satisfiability is connected to inference via the following:
KB ╞ α if and only if (KB α) is unsatisfiable



Inference

• Set of all Consequences of KB as hay stack, query α as 
needle Entailment is like needle being in the haystack 
and Inference is like finding it.

• KB ├i α =   sentence α can be derived from KB by 
procedure i 

• Soundness: i is sound if whenever KB ├i α, it is also true 
that KB╞ α

• Completeness: i is complete if whenever KB╞ α, it is also 
true that KB ├i α 

• Preview: we will define a logic which is expressive 
enough to say almost anything of interest, and for which 
there exists a sound and complete inference procedure.

• That is, the procedure will answer any question whose 
answer follows from what is known by the KB.



Inference by enumeration
• Depth-first enumeration of all models is sound and complete 

• model represents a partial model an assignment to some of the 

variables ,  P is a new partial model has the value True

• For n symbols, time complexity is O(2n), space complexity is O(n)



function TT-ENTAILS?(KB,α) returns true or false
• inputs: KB, the knowledge base, a sentence in propositional logic α, the query, a 

sentence in propositional logic 

symbols ← a list of the proposition symbols in KB and α 

return TT-CHECK-ALL(KB,α, symbols, { }) 

function TT-CHECK-ALL(KB,α, symbols, model) returns true or 

false

if EMPTY?(symbols) then if PL-TRUE?(KB, model) then   

return PL-TRUE?(α, model) 

else return true // when KB is false, always return true 

else do 

P ← FIRST(symbols) rest ← REST(symbols) 

return (TT-CHECK-ALL(KB,α, rest, model ∪ {P = true}) and

TT-CHECK-ALL(KB,α, rest, model ∪ {P = false }))



Resolution
Conjunctive Normal Form (CNF)

conjunction of clauses

disjunctions of literals

E.g., (A  B)  (B  C  D)

• Resolution inference rule (for CNF):

l1 …  lk, m1  …  mn

l1  …  li-1  li+1  …  lk  m1  …  mj-1  mj+1 ...  mn

where li and mj are complementary literals. 



E.g., P1,3  P2,2, P2,2

P1,3



Resolution

Resolution is sound and complete 

for propositional logic

Soundness of resolution inference rule: 

(li  …  li-1  li+1 …  lk)  li

mj  (m1  …  mj-1  mj+1 ...  mn)

(li  …  li-1  li+1 …  lk)  (m1  …  mj-1  mj+1 ...  mn)



Conjunctive Normal Form(CNF)

• A sentence expressed as a conjunction of 

clauses is said to be in Conjunctive 

Normal Form(CNF).

• Resolution can be applied  only if a 

sentence is in CNF

• For example

Unit Resolution    A  B, B A

Resolution A  B, B  C A  C



Conversion to CNF
Example   :(α) B1,1  (P1,2  P2,1)  (β)

1. Eliminate , replacing α  β with (α  β)(β  α).

(B1,1  (P1,2  P2,1))  ((P1,2  P2,1)  B1,1)

2. Eliminate , replacing α  β with α β.

(B1,1  P1,2  P2,1)  ((P1,2  P2,1)  B1,1)

3. Move  inwards using de Morgan's rules and double-negation:

(B1,1  P1,2  P2,1)  ((P1,2  P2,1)  B1,1)

4. Apply distributive  law ( over ) and flatten:

(B1,1  P1,2  P2,1)  (P1,2  B1,1)  (P2,1  B1,1)



Resolution algorithm

• Proof by contradiction, i.e., show KBα unsatisfiable



• function PL-RESOLUTION(KB,α) returns true or false 

• inputs: KB, the knowledge base, a sentence in 

propositional logic α, the query, a sentence in 

propositional logic 

• clauses ← the set of clauses in the CNF representation 

of KB ∧ ¬α 

• new ←{}

• loop do for each pair of clauses Ci, Cj in clauses do 

resolvents ← PL-RESOLVE(Ci, Cj )// returns the set of 

all clauses obtained by resolving its 2 inputs Ci, Cj 

• if resolvents contains the empty clause then return true 

new ← new ∪ resolvents 

• if new ⊆ clauses then return false 

• clauses ← clauses ∪ new



Resolution example

• KB = (B1,1  (P1,2 P2,1))  B1,1 

• α = P1,2

•



Problems on Resolution

1. Given  p=>q and r=>s Prove p v r =>q v s

2. Given P , PΛ Q =>R , S V T =>Q and T

Prove R



Horn Clauses and Definite Clauses
• A Definite Clause is a CNF clause with exactly one 

positive literal

• (L1,1  B1,1   Breeze) and (P2,1  B1,1)                  
are examples of Definite Clauses 

• (B1,1  P1,2  P2,1) is not a Definite Clause

• Horn Clause: It is disjunction of literals of which at most 
one is positive literal .

It is a more general form of Definite Clause

All definite clauses are Horn clauses and Horn clauses 
with no positive literals are known as Goal Clauses.

Horn clauses are closed under resolution



Advantages of using Definite  and Horn clauses

1.Every definite clause can be written as an 
implication whose premise is a conjunction of 
positive literals and whose conclusion is a single 
positive literal. 

Implication easy to understand.

(¬L1,1 ∨ ¬Breeze ∨ B1,1) can be written as the implication 

(L1,1 ∧ Breeze) ⇒ B1,1.

In Horn form, the premise is called the body and the conclusion is 
called the head.

A  sentence consisting of a single positive literal, such as L1,1, is 
called a fact.

– The positive literal is called the head

– The negative literals are called the body

– Prolog:    head:- body1, body2, body3 …

– English:  “To prove the head, prove body1, …”

– Implication:  If (body1, body2 …) then head



2. Inference with Horn clauses can be done 

through the forward-chaining and 

backward  chaining algorithms.

3. Deciding entailment with Horn Clauses is 

linear in the size of the knowledge base



Grammar for CNF,Horn clause 

and Definite Clause
CNFSentence → Clause1 ∧···∧ Clausen 

Clause → Literal 1 ∨···∨ Literalm 

Literal → Symbol | ¬Symbol 

Symbol → P | Q | R | ... 

HornClauseForm → DefiniteClauseForm | 

GoalClauseForm 

DefiniteClauseForm → (Symbol 1 ∧···∧ Symboll) 

⇒ Symbol 

GoalClauseForm → (Symbol 1 ∧···∧ Symboll) ⇒
False



Forward and backward chaining
• Horn Clause: It is disjunction of literals of which at most one is 

positive literal.

• (P1,2  B1,1)   ≡ P1,2  B1,1

• Horn clause can be integrity constraint or definite clause

• Definite clause has exactly one positive literal.

• Integrity constraint: No positive literals

• W1,1 W1,2   ≡ W1,1  W1,2 false

• Horn Form (restricted)
KB = conjunction of Horn clauses



– Horn clause = 

• proposition symbol;  or

• (conjunction of symbols)  symbol

– E.g., C  (B  A)  (C  D  B)

–

• Modus Ponens (for Horn Form): complete for Horn KBs

•

α1, … ,αn, α1 …  αn  β

β

• Can be used with forward chaining or backward chaining.

• These algorithms are very natural and run in linear time



Forward chaining

• Idea: fire any rule whose premises are satisfied in the 

KB,

– add its conclusion to the KB, until query is found



Forward chaining example
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Forward chaining example



Forward chaining Algorithm
•function PL-FC-ENTAILS?(KB, q) returns true or false 
inputs: KB, the knowledge base, a set of propositional definite or horn clauses 

q, the query, a proposition symbol  

count ← a table, where count[c] is the number of symbols in c’s premise//how 

many premises of each implication are as yet unknow

inferred ← a table, where inferred[s] is initially false for all symbols //a symbol 

that is already processed

agenda ←a queue of symbols, initially symbols known to be true in KB 

//symbols known to be true but not yet “processed.” 

while agenda is not empty 

do 

p ← POP(agenda)

if p = q then return true 

if inferred[p] = false then inferred[p] ←true

for each clause c in KB where p is in c.PREMISE do decrement 

count[c] 

if count[c]=0 then add c.CONCLUSION to agenda 

return false



Proof of completeness

• FC derives every atomic sentence that is 
entailed by KB

•
1. FC reaches a fixed point where no new atomic 

sentences are derived

2.

2. Consider the final state as a model m, assigning 
true/false to symbols

3.

3. Every clause in the original KB is true in m

4.
a1  …  ak  b

4. Hence m is a model of KB



Backward chaining

Idea: work backwards from the query q:

to prove q by BC,
check if q is known already, or

prove by BC all premises of some rule concluding q

Avoid loops: check if new subgoal is already on the 
goal stack

Avoid repeated work: check if new subgoal

1. has already been proved true, or

2. has already failed



Backward chaining example
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Backward chaining example



Forward vs. backward chaining

• FC is data-driven, automatic, unconscious processing,
– e.g., object recognition, routine decisions

May do lots of work that is irrelevant to the goal 

• BC is goal-driven, appropriate for problem-solving,
– e.g., Where are my keys? How do I get into a PhD program?

– Complexity of BC can be much less than linear in size of KB



Effective Propositional Model 

Checking
Complete backtracking search algorithms

• DPLL algorithm  is proposed in 1962  by Davis, Putnam, 

Logemann, Loveland.

• DPLL takes as input a sentence in conjunctive normal 

form—a set of clauses. 

• Like BACKTRACKING-SEARCH and TT-ENTAILS? it is 

essentially a recursive, depth-first enumeration of 

possible models

• .It embodies three improvements over the simple 

scheme of TT-ENTAILS?



The DPLL algorithm

Improvements  incorporated in  DPLL

1. Early termination
A clause is true if any literal is true.

A sentence is false if any clause is false.

Early termination avoids examination of entire 
subtrees in the search space.

2. Pure symbol heuristic
Pure symbol: always appears with the same "sign" 

in all clauses. 

e.g., In the three clauses (A  B), (B  C), (C 
A), A and B are pure, C is impure. 



Make a pure symbol literal true.

In determining the purity of a symbol, the 
algorithm can ignore clauses that are 
alreadyknown to be true in the model 
constructed so far.

3.Unit clause heuristic
• Unit clause: only one literal in the clause

• The only literal in a unit clause must be true.

• If the model contains B = true, then (¬B ∨ ¬C) 
simplifies to ¬C, which is a unit clause. Obviously, for 
this clause to be true, C must be set to false. The unit 
clause heuristic assigns all such symbols before 
branching on the remainder.



The DPLL algorithm

• function DPLL-SATISFIABLE?(s) returns 

true or false 

inputs: s, a sentence in propositional logic 

clauses ← the set of clauses in the CNF 

representation of s 

symbols ← a list of the proposition symbols 

in s 

return DPLL(clauses, symbols, { })



• function DPLL(clauses, symbols, model) returns 

true or false 

if every clause in clauses is true in model then return true 

if some clause in clauses is false in model then return false 

P, value ← FIND-PURE-SYMBOL(symbols, clauses, 

model) 

if P is non-null then return DPLL(clauses, symbols – P, 

model ∪ {P=value}) 

P, value ← FIND-UNIT-CLAUSE(clauses, model) 

if P is non-null then return DPLL(clauses, symbols – P, 

model ∪ {P=value})



P ← FIRST(symbols); 

rest ← REST(symbols) 

return DPLL(clauses, rest, model ∪ {P=true}) or 

DPLL(clauses, rest, model ∪ {P=false}))



Agents Based on Propositional 

Logic-Wumpus World
• The agent knows that the starting square contains no pit 

(¬P1,1) and no wumpus (¬W1,1) 

Breezy and Smelly squares are represented by

B1,1 ⇔ (P1,2 ∨ P2,1) 

S1,1 ⇔ (W1,2 ∨ W2,1)

There is exactly one Wumpus represented by

W1,1 ∨ W1,2 ∨···∨ W4,3 ∨ W4,4 // At least one Wumpus

¬W1,1 ∨ ¬W1,2 

¬W1,1 ∨ ¬W1,3 

··· 

¬W4,3 ∨ ¬W4,4 . At most one Wumpus



• The idea of associating propositions with time steps extends to any 

aspect of the world that changes over time.

• The initial knowledge base includes L0 
1,1—the agent is in square [1, 

1] at time 0, state variable or fluents which changes with time 

• as well as FacingEast 0, HaveArrow0, and WumpusAlive0

• Symbols associated with permanent aspects of the world do not 

need a time superscript and are sometimes called atemporal 

variables.

• In a world with m different actions and n fluents, the set of frame 

axioms will be of size O(mn).

L0 
1,1 ∧ FacingEast 0 ∧ Forward 0 ⇒ (L1 

2,1 ∧ ¬ L1 
1,1 )

One possible solution to the frame problem would  be to add frame 

axioms explicitly asserting all the propositions that remain the same.

Forward t ⇒ (HaveArrow t ⇔ HaveArrowt+1)

Forward t ⇒ (WumpusAlive t ⇔ WumpusAlivet+1)



Inference-based agents in the 

wumpus world
A wumpus-world agent using propositional logic:

P1,1

W1,1

Bx,y  (Px,y+1  Px,y-1  Px+1,y  Px-1,y) 

Sx,y  (Wx,y+1  Wx,y-1 Wx+1,y  Wx-1,y)

W1,1W1,2  …  W4,4

W1,1 W1,2

W1,1 W1,3

…

 64 distinct proposition symbols, 155 sentences



Hybrid Agent

• The agent program maintains and updates a knowledge 

base as well as a current plan. 

• The initial knowledge base contains the atemporal 

axioms—those that don’t depend on t, such as the axiom 

relating the breeziness of squares to the presence of 

pits. 

• At each time step, the new percept sentence is added 

along with all the axioms that depend on t, such as the 

successor-state axioms.

• The agent uses logical inference, by ASKing questions 

of the knowledge base, to work out which squares are 

safe and which have yet to be visited.



• KB contains "physics" sentences for every single square

•

• For every time t and every location [x,y],

•

Lx,y  FacingRightt  Forwardt Lx+1,y

• Rapid proliferation of clauses

•

Expressiveness limitation of 

propositional logic

tt



• Reference: Artificial Intelligence A Modern 

Approach,Third Edition  by Stuart Russell 

and Peter Norvig


